Insert track name here


The Life of an Oracle Query
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Overview
Have you ever wondered what happens when you execute a query? In this session, we'll take a walk through the Life of an Oracle Query from beginning to end.  Not only does this help you better understand the various steps in the execution of your query, but it will also give you a good appreciation for the architecture of the Oracle Database server and, in particular, of the query optimizer.  You will gain valuable information that will allow you to solve performance issues and write more efficient queries going forward. Additionally, I will share some of my insights into the Oracle optimizer as we move through this discussion. This discussion is also a great refresher for those of you familiar with Oracle concepts and architecture.
Disclaimer

As I’ve never been an Oracle insider, the material in this paper has been based on years of researching Oracle internals as well as analyzing X$ tables, memory dumps, and trace files.  While this paper is based on my own personal research as well as discussions with fellow Oracle professionals, things change between each Oracle Database release so you should do your own research and investigation before assuming everything in this paper is accurate for your version.
The Oracle Database Kernel

Before diving into the methods by which a query is executed, we must first discuss the basics of the Oracle Database Kernel.

Similar to a monolithic kernel-based operating system, the Oracle Database is comprised of many layers.  Each layer of the Oracle Kernel is based upon the layers beneath it and each is dedicated to performing a specific task, such as security, networking, or space allocation.

Kernel Layers

From top to bottom, the Oracle Kernel layers are as follows:

· Client Stack

· Public APIs

· Proprietary APIs

· Server Stack

· Front-End

· OPI

· KK

· KX

· K2

· NPI

· KZ

· KQ

· RPI

· Back-End

· KA

· KD

· KT

· KC

· KS

· KJ

· KG

· OSD

Client Stack
The Oracle Client stack consists of several data access APIs, some public and some private. 
· Public APIs
· Proprietary APIs
Public Client Stack
The publically-provided data access APIs.  With the exception of native language drivers (such as the Type IV JDBC Driver), the majority of public APIs rely on the well-defined Oracle Call Interface API as their underlying communication mechanism.
Public Client APIs consist of:
· OCI/Oracle Call Interface (OCI8 sits on top of OCI7/UPI, OCI7 sits on top of UPI)
· JDBC/Java Database Connectivity (Type IV is native, Type II is a JNI wrapper for OCI)
· ODBC/Open Database Connectivity (Sits on top of OCI)
· OLE DB (Sits on top of ODBC)

· .NET (Sits on top of OCI)
· TNSAPI/SQL*Net Open (Sits on top of NL/NN/NS)
Proprietary/Undocumented Client Stack
There are several internal APIs used within Oracle…
· UPI (The User Program Interface)
· SQLLIB (Used by Oracle Embedded SQL Precompilers: Pro*C, Pro*COBOL, …)

· NL (Oracle Network Layer)

Server Stack
From top to bottom, the Oracle Kernel layers are as follows:

Oracle Program Interface (OPI)

Opposite the client stack is the server kernel stack.  The highest level of the Oracle Kernel is the Oracle Program Interface, which simply handles client/server interfacing.  For the most part, client-side UPI calls have an almost direct correlation to server-side OPI functions, and the OPI is responsible for calling down to the various layers of the Oracle Kernel to perform the requested operations.  You can see what OPI functions are being called using trace 10051.
Kernel Kompilation Layer (KK)

Because the OPI is really a function call interface layer, the KK layer is technically the first layer of the Oracle Kernel.  The KK layer is primarily responsible for compiling incoming SQL statements and PL/SQL into a usable state.  The compilation process consists of parsing and optimization.

Kernel eXecution Layer (KX)

After queries are parsed, the next layer of the stack handles execution.  Execution consists of binding and execution of SQL statements and PL/SQL program units.  The KX layer also handles execution of recursive calls for the SQL contained in PL/SQL as well as trigger execution.

Kernel 2-phase Layer (K2)

The K2 layer is responsible for handling distributed query execution and transaction management using the two-phase commit (2PC) protocol.

Network Program Interface (NPI)

The NPI is responsible for retrieving remote data and object information for distributed queries.

Kernel Zecurity Layer (KZ)

The KZ layer is most often called by the KK and KX layers to handle name resolution as well as validation of object and system privileges.

Kernel Query Layer (KQ)

The KQ layer is generally responsible for supplying rows to the higher levels in the stack and acts as an interface between the front-end and back-end of the database.
Recursive Program Interface (RPI)

The RPI is used by other parts of the Oracle Kernel (such as the optimizer), to retrieve object information or metadata from the data dictionary.

Kernel Access Layer (KA)

The KA layer is the first layer of the back-end of the database and handles access to lower-levels such as retrieving data from within the actual storage format.
Kernel Data Layer (KD)

The KD layer manages data the block-based data for objects such as tables and indexes.

Kernel Transaction Layer (KT)

The KT layer is responsible for transaction handling, multi-versioning, and ensuring that all changes are atomic.
Kernel Cache Layer (KC)

The KC layer primarily manages the database buffer cache including compression and block-level concurrency handling.  Access to the physical data blocks is provided, for the most part, by the OSD layer.

Kernel Services Layer (KS)

The KS layer provides low-level services that are used by all the higher layers, such as error handling, debugging, and tracing facilities, as well as parameter control and memory services.  In particular, the service layer is responsible for generic concurrency control facilities such as latches, event waits, enqueue locks, and instance locks. This layer is also responsible for the management of the data structures for background and user processes and sessions, as well as state objects, inter-process messages, and system statistics.

The lock management layer (KJ)

This layer is responsible for the locking used for synchronization and communication between the instances of a parallel server database.

Kernel Generic Layer (KG)

The KG layer handles generic data structures that are used by the higher layers, such as linked lists, hash tables, etc.
Operating System Dependency Layer (OSD/S)

To support portability, the lowest level of the Oracle Kernel is responsible for handling platform and operating system specific facilities for locking, memory management, socket communication, I/O, process scheduling, etc.
Multi-Process vs. Multi-Thread Architecture
One major difference between Oracle on Windows vs. Oracle on a UNIX/Linux-based platform is whether it uses multi-processing or multi-threading.
A multi-threaded architecture is different from a traditional multi-process architecture in that:

· processes are typically independent, while many threads can exist within a process

· processes carry considerable state information, where multiple threads within a process share state as well as memory and other resources

· processes have separate address spaces, where threads share their address space with the process they're executing in
· processes interact with each other only through system-provided inter-process communication mechanisms.

· Context switching between threads in the same process is typically faster than context switching between processes.

On UNIX/Linux platforms, you'll see that Oracle uses a multi-processing architecture and creates a number of processes to handle system/user tasks as well as shared memory contexts to handle inter-process communication.  Consequently, on Windows, you'll usually only see a single oracle.exe process which uses multi-threading and threads to handle operations such as PMON, SMON, etc.
Memory Contexts
Oracle makes use of several memory contexts.
· SGA

· PGA

· UGA

The SGA Memory Context

The System Global Area (SGA) is a memory context comprised of several shared memory structures, caches, and objects which contain data and control information for an Oracle database instance.  As the SGA must be shared concurrently between multiple users and processes, it is also known as the Shared Global Area.
The SGA consists of several important structures such as:

· The database buffer cache

· The redo log buffer

· The shared pool

· The Java pool

· The large pool (optional)

· The streams pool

· The data dictionary cache

· Other miscellaneous information
The PGA Memory Context

The Program Global Area (PGA) is a private memory context which contains data and control information for a server process.  Unlike the SGA, it is only accessed by the process it was allocated for.
The UGA Memory Context

The User Global Area (PGA) is a private memory context which contains data for an individual session within a server process.  Like the PGA, it is only accessed by the process for which it was allocated.
Oracle Networking

Like several other databases, the Oracle network architecture is based on the Open Systems Interconnection (OSI) Basic Reference Model.  The OSI model is a layered, abstract communications and computer network protocol architecture which consists of communications between separate systems being performed in a stack-like fashion; information passing from node-to-node through several distinct layers of code.
Mapping OSI Layers to Oracle

Oracle Net Services starts at the OSI Session Layer.
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Oracle to OSI Mapping

Oracle Protocol Support (Layer 5)

While Oracle Protocol Support sounds like it would map to Layer 4, it does not actually provide the network transport stack; making it Layer 5.  Oracle Protocol Support is designed to map Transparent Network Substrate to industry-standard transport protocols using an existing protocol stack.  More about this layer can be found below under Network Transport (NT).

Oracle Net Foundation Layer (Layer 5)

The Oracle Net foundation layer is responsible for establishing and maintaining the connection between the client application and database server, as well as exchanging messages between them.  The Oracle Net foundation layer is able to perform these tasks because of a technology called Transparent Network Substrate (TNS). TNS provides a single, common interface functioning over all industry-standard protocols. In other words, TNS enables peer-to-peer application connectivity. In a peer-to-peer architecture, two or more computers (called nodes when they are employed in a networking environment) can communicate with each other directly, without the need for any intermediary devices.

Two Task Common Layer (Layer 6)

Character set differences can occur if the client and database server are running on different operating systems. The presentation layer resolves any differences. It is optimized for each connection to perform conversion only when required.

The presentation layer used by client/server applications is Two-Task Common (TTC). TTC provides character set and data type conversion between different character sets or formats on the client and database server.

At the time of initial connection, TTC is responsible for evaluating differences in internal data and character set representations and determining whether conversions are required for the two computers to communicate.

Application and RDBMS Layer (Layer 7)

Information passed from a client application across a network protocol is received by a similar communications stack on the database server side. The process flow on the database server side is the reverse of the process flow on the client side, with information ascending through the communication layers.

Instead of OCI, the database server uses Oracle Program Interface (OPI). For each statement sent from OCI, OPI provides a response. For example, an OCI request to fetch 25 rows would elicit an OPI response to return the 25 rows once they have been fetched.
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Client to Server Program Interface Mapping
Connection Process

Now that we've discussed the layers of the Oracle client and server stack.
Client

When a client requests a connection to a service (such as ORCL), the first task is to resolve the host to connect to.  This is performed by Network Naming (the NN layer).  Network Naming resolves the network address/port to connect to (TNSNAMES, etc.) and determines which Network Transport (NT layer) adapter to use (TCP/IP, SDB/IP, ...).  Once resolved, the Oracle Client software configures itself to perform communication using the Transparent Network Substrate (NS layer) protocol on the selected transport.  The network transport itself uses operating system dependent (OSD layer) code to handle portability differences between OSes like Windows, Linux, and various UNIX flavors.

Once the client has configured itself, it connects to the listener.
Listener Interaction

The Listener accepts the incoming connection request and validates that the service requested by the client is available and that the client has access to it (via host-based access control).  The Listener then tells the client to reconnect to a different port or resend the request.  The Listener then creates another Oracle process/thread and passes the connection information to it.
Server

Once the connection has been handed-off to the new server process, the new process/thread accepts the client request for service and begins to perform handshaking.  Handshaking consists of several steps including the negotiation of protocol versions, Additional Network Options (ANO) such as authentication, encryption, data integrity, and type conversions.
Querying the Database

When you send a query to the database, several things happen.  For this paper, we consider the following query:
SELECT e.ename
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND d.deptno = 20;
Sending the Query

Oracle Client packages up the query text into a specific Two-Task Interface (TTI) subpacket (OALL*) with relevant flags set and encapsulates it within a TNS data packet.  Then, the Client sends packet to the server.
Parsing the Query

The parser has to check whether the query string a user sends is valid syntax.  If the syntax is correct a parse tree is built and used by other parts of the system; otherwise an error is returned. 

Parsing vs. Query Optimization

While the majority of Oracle documentation discusses optimization as a process of parsing, there is an important distinction between the two.
Hard vs. Soft Parse

In an ideal world, every query would only need to be parsed and planned once.  However, in the real world, changing something as simple as the age group of people you're searching for data on could have drastic effects to the performance of your system.  With that in mind, Oracle has two different methods of parsing a query.  A Soft Parse is performed if Oracle finds (via Library Cache Lookup) that it has already seen this query, that it hasn't changed significantly, and that it could skip the process of parsing/planning and use the query plan it already generated.  A Hard Parse is performed if the query has not already been seen by Oracle or it differs significantly from the plan already generated.  Parsing, Query Rewrite, and Query Optimization are all performed during a Hard Parse.
Library Cache Lookup

Because Oracle attempts to avoid a hard parse, for each statement which is to be executed, the library cache is checked to see if it has already been parsed and planned.
Library cache lookup for statements is performed as follows:

· The server performs a standard MD5 hash on the incoming SQL query (208fc3154f73f5581441c50f9beea560)
· The server performs search on the library cache hash table using a subset of the MD5 hash value (2616108384)
· If a match is found, the full MD5 hash is compared

· If the MD5 comparison is equal, a memory-based comparison of the SQL text is performed

Tokenization

Also known as a lexical analyzer or scanner, tokenization is the process of identifying, demarcating, and classifying input lexemes from your query into tokens for use by the parser.  Tokenization is generally performed iteratively, when the parser needs the next token (or series of tokens) to parse the statement.  For every key word or identifier that is found in a SQL statement, a token is created and passed-back to the parser.
· Original Query

SELECT e.ename
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND d.deptno = 20;
· Prior to Evaluation

· Lexemes: SELECT, e.ename, FROM, emp, e, COMMA, dept, d, WHERE, e.deptno, EQUALS, d.deptno, AND, d.deptno, EQUALS, 20, SEMICOLON

· Post Evaluation

· Keywords: SELECT, FROM, WHERE, AND
· Identifiers: e.ename, emp, e, dept, d, e.deptno, d.deptno, 20

· Operators: = (defined as a keyword in Oracle)
· Other Tokens: COMMA, SEMICOLON
Parsing
To check for proper SQL syntax and to build a parse tree representation of the query for use by the optimizer, the Oracle database employs a 100K+ line recursive-descent parser, which is written in the C programming language and was started by Bob Miner.

The goal of a parser is to perform:

· Syntactic Analysis—Is the query syntactically correct?

· SELECT ename FROMT emp; (Syntax error on FROMT)
· Semantic Analysis—Is the query semantically correct (i.e. does it make sense)?

· SELECT enamee FROM emp; (Column emp.enamee does not exist)
· Parse Tree Generation

· Used by the optimizer

[image: image3]
Example Parse Tree for SELECT e.ename FROM emp e JOIN dept d ON (d.deptno = e.deptno) WHERE d.deptno = 20;
· Plan Tree Generation

· Used by query rewrite

Rewriting the Query

After parsing, Oracle transforms the parse tree into another tree called the query tree.  This tree, used for further optimization, contains all information necessary to access the data.
The Query Rewrite Process

Th
View Merging

The goal of view merging is to rewrite the query such that all access is done against the base tables used in the view.  Only view which do not use ROWNUM or contain a CONNECT BY, UNION, UNION ALL, INTERSECT, MINUS will be considered for view merging.

An example is as follows:
· Original query

CREATE VIEW emp_vw
    AS SELECT *
         FROM emp e, dept d
        WHERE e.empno = d.deptno;

SELECT ev.ename, ev.dname
  FROM emp_vw ev
 WHERE ev.deptno = 20;
· View-merged query

SELECT e.ename, d.dname 
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND d.deptno = 20;
Materialized View Rewrite

Similar to view merging, the goal of materialized view rewrite is to rewrite queries which are querying against base tables to use a materialized view if one is available, in the proper state, and the execution of the query would be more optimal.

Subquery Flattening (also called subquery unnesting)
The goal of subquery flattening is to determine whether it would be more optimal to processes the subquery as a join or as-is.  The system does this by attempting to transform each subquery into an equivalent join (one that returns the same data as the subquery itself).  If an equivalent join exists, the system will generally use the join as there are many join-based optimizations which are able to execute the subquery more optimally.  The system will attempt to flatten subqueries which are used in an ANY, ALL, IN, NOT IN, EXISTS, NOT EXISTS, or single-row conditional.
An example of subquery flattening is as follows:

· Original query

SELECT e.empno, d.deptno
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND d.deptno = (SELECT deptno
                         FROM dept
                        WHERE loc = 'Orlando');
· Flattened query

SELECT e.empno, d.deptno
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       d.loc = 'Orlando';
Constant Folding (also called constant propagation)
Constant folding is the process of replacing constants in an expression.  An example is as follows:
· Original query #1

SELECT e.empno, d.deptno
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND e.empno = 7400 + 55;
       
· Constant expression query #1

SELECT e.empno, d.deptno
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND e.empno = 7455;
· Original Query #2

SELECT 1
  FROM dual
 WHERE 2 = 1+1;
· Constant expression query #2

SELECT 1
  FROM dual
 WHERE TRUE;
IN-LIST/OR-Expansion

The goal of IN-list expansion is to determine how best to handle IN-lists.  In some cases, the optimizer will expand each element of an IN-list into multiple UNION ALL statements, or expand them into multiple OR clauses.  The reason for this need is to give the optimizer the ability to cost the statement properly.
· Original query

SELECT e.empno, d.deptno
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND d.deptno IN (10, 20, 40);
· Query with UNION ALL expansion

SELECT e.empno, d.deptno
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND e.deptno = 10
UNION ALL
SELECT e.empno, d.deptno
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND e.deptno = 20
UNION ALL
SELECT e.empno, d.deptno
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND e.deptno = 40
· Query with OR-expansion

SELECT e.empno, d.deptno
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND (d.deptno = 10
            OR d.deptno = 20
            OR d.deptno = 40);
Transitive Closure

In order to help optimize queries, Oracle will add additional predicates to the WHERE clause which perform transitive closure on attributes used in the query.  An example is as follows:
· Original query

SELECT e.empno, d.deptno
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND e.deptno = 20; -- Unable to use index on d.deptno      
· Query with closure applied

SELECT e.empno, d.deptno
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND e.deptno = 20
       AND d.deptno = 20; -- Now able to use index on d.deptno
Optimizing the Query
The goal of query optimization is to determine the most efficient way to execute a query.  To do this, the optimizer considers many possible query execution plans for a given query, and attempts to determine which of those plans will be the most efficient.

In Oracle, each query plan is represented as as a tree of "plan nodes".  A plan node encapsulates a single operation that is required to execute the query.  The nodes are arranged as a tree, in which intermediate results flow from the bottom of the tree to the top.  Each node has zero or more child nodes—those are nodes whose output is fed as input to the parent node.

· Mathematics behind Query Optimization
· Types of Optimizations

· Query Optimization Methods

· Access Paths

· Join Types

· Join Methods

Query Optimization is Mathematical

All facets of query optimization are based in math.  Several fields of math are involved in query optimization, including specific fields such as:

· Discrete Math
· Relational Algebra

Discrete Math

While all query optimizers share the same goal of choosing the most optimal plan for executing a query, there is a significant difference between the actual implementation of the optimizer itself.  Currently, Oracle now employs only a cost-based optimizer (CBO) does so.

· Logic

· Logical Operators (=, AND, OR, …)
· De Morgan's Laws (Negation: NOT)

· Set Theory
· Tables as Sets
· Rows as Members of a Set

· Graph Theory

· Trees (acyclic connected graphs)
· Parse Trees

· Search Trees

· Access Paths

· Query Optimization
· Costing using Weighted Graphs

· Recursion

· CONNECT BY
Relational Algebra

Relational algebra is an offshoot of first-order logic (and algebra of sets) which deals with a set of relations closed under operators.  Operators operate on one or more relations to yield a relation.  Relational algebra is a part of computer science..

· SQL != Relational Algebra

· While SQL is based-on Relational Algebra, it does not comply with it in all aspects or terminology.

· Algebra of Sets

· Tables are Relations

· Rows are Tuples

· Fields are Attributes

· Unary Operations
· —Projection (The select-list in SQL)
· SELECT empno, ename FROM emp;

· —Selection (aka restriction in SQL)

· SELECT empno, ename FROM emp WHERE deptno = 20;

· Renaming (aka aliasing)
· SELECT e.empno "Employee Number", e.ename "Employee Name" FROM emp e;
· Binary Operations
· (—Cartesian Product

· SELECT * FROM emp, dept;

· [image: image4.bmp]—Join

· SELECT * FROM dept d JOIN emp e ON (e.deptno = d.deptno);

· (—Union

· SELECT * FROM emp_2009Q2 UNION SELECT * FROM emp_2009Q1;

· \—Difference

· SELECT * FROM emp_2009Q2 MINUS SELECT * FROM emp_2009Q1;
· (—Intersection

· SELECT * FROM emp_2009Q2 INTERSECT SELECT * FROM emp_2009Q1;

Optimizations

The server will perform many types of optimizations, but the ones we'll discuss here are as follows:

· Join Permutation

· Selection Pushdown

· Join Elimination

· Partition Elimination
Join Permutation

In Relational Algebra, joins follow the mathematical rules for associativity and commutativity.  As such, the optimizer attempts to cost different join ordering (permutations).  For example for each join listed below, the optimizer will try the following:

· Join R S = (R, S) = (S, R)
· Join R S T = ((R, S), T) = (R, (S, T))
Selection Pushdown (also called predicate pushdown)

The goal of Selection Pushdown is to try and reduce the cost of a join by seeing if the number of rows in either side could be reduced prior to the join by pushing down parts of the predicate to those individual tables prior to the join.  An example of this can be found in the optimized plan in the section Cost-based Optimization.
Join Elimination (also called Join Pruning)

The goal of Join Elimination is to remove all unnecessary joins from the query plan.  There are many restrictions to this, but the preliminary conditions follow:
· If a table is joined but none of its attributes (fields) are projected (in the select-list), consider it for join removal

· If the table being joined is redundant due to PK/FK integrity constraints, is can be considered for removal.

· If the table being joined is redundant due to unique constraints, it can be considered for removal.
Partition Elimination (also called Partition Pruning)

Partition Elimination is based on the concept of constraint exclusion.  The goal of which is to drop (prune) all partitions which could not possibly be used in our plan.
For example, if you have range-based partitions for Q1, Q2, Q3, and Q4 and query data BETWEEN '01-JAN-09' AND '15-JAN-09', the optimizer knows that the data could not exist in partitions Q2, Q3, and Q4 based on their constraint (Q2>='2009-03-31' and Q2 < '2009-07-01', ...), and they are excluded (pruned) from the plan.
Query Optimization Methods

While all query optimizers share the same goal of choosing the most optimal plan for executing a query, there is a significant difference between the actual implementation of the optimizer itself.  The two most common query optimization methods are:
· Rule-based (heuristic) Optimization

· Cost-based Optimization

Rule-based Optimization

While Oracle has modified the database to use the Cost-Based Optimizer (CBO) by default, the Rule-Based Optimizer (RBO) remains in the Oracle source code and can be used under various circumstances.  The goal of a Rule-Based Optimizer is to use heuristics to determine the most optimal plan.
· Single row by ROWID

· Single row by Cluster Join

· Single row by Hash Cluster Key with UNIQUE or PRIMARY KEY

· Single row by UNIQUE or PRIMARY KEY

· Cluster Join

· Hash Cluster Key

· Indexed Cluster Key

· Entire Composite Key

· Single-column Indexes

· Bounded Range Search on Indexed Columns

· Unbounded Range Search on Indexed Columns

· Sort-merge Join

· Maximum or Minimum of an Indexed Column

· ORDER BY on Indexed Columns

· Full Table Scan

Cost-based Optimization

Originating in Oracle7, the cost-based optimizer currently employed by Oracle has been in continuous development and testing for well over a decade now.  Not only has it replaced the old rule-based optimizer, but like many other facets of Oracle, it has changed the way we manage and query our data.  And, it has changed it for the better.
To understand query optimization, consider the initial and optimized plans for the following:

· Original query

SELECT e.ename
  FROM emp e, dept d
 WHERE e.deptno = d.deptno
       AND d.deptno = 20;
· Initial (unoptimized) Query Plan


[image: image5]
Initial Plan Tree
· Optimized Query Plan
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Cost-based Optimized Plan Tree
Access Paths
Access paths represent different ways for the database server to access the data.
Access paths are as follows:

· Table Access Full—Full Table Scan
· Table Access by ROWID—Retrieves rows from a table using ROWIDs
· Index Unique Scan—Performs an index unique scan
· Index Range Scan—Performs range-based index scan
· Index Full Scan—Performs a full index scan
· Index Fast Full Scan—Performs a fast full index scan (no table access required)
· Index Skip Scan—Skips the first column of a composite index
Join Types

There are several types of joins which the system can perform.

Join types are as follows:

· Inner Joins

· Equi-join

· Natural Join

· Cross Join

· Outer Join

· Self-Join

· Anti-join

· Semi-join

Inner Join

An inner join requires each record in the two joined tables to have a matching record. An inner join essentially combines the records from two tables (A and B) based on a given join-predicate.  The result of the join can be defined as the outcome of first taking the Cartesian product (or cross-join) of all records in the tables (combining every record in table A with every record in table B) - then return all records which satisfy the join predicate.  The actual implementations depends on the join method chosen, because computing the Cartesian product is not very efficient.  This type of join occurs most commonly in applications, and represents the default join-type.
Outer Join

An outer join does not require each record in the two joined tables to have a matching record. The joined table retains each record—even if no other matching record exists. Outer joins subdivide further into left outer joins, right outer joins, and full outer joins, depending on which table(s) one retains the rows from (left, right, or both).
Self Join

A self-join is joining a table to itself.
Anti-Join

An anti-join returns rows from the left side of the predicate for which there is no corresponding row on the right side of the predicate. That is, it returns rows that fail to match (NOT IN) the subquery on the right side.
Semi-Join

A semi-join returns rows that match an EXISTS subquery, without duplicating rows from the left side of the predicate when multiple rows on the right side satisfy the criteria of the subquery.
Join Algorithms (Join Methods)

There are several different algorithms Oracle can use to perform the join.

Join algorithms supported by Oracle include:

· Nested Loop

· Sort-Merge

· Cluster
· Hash

Nested Loop Join

In a nested-loop join, the optimizer chooses one of the tables as the outer table, or the driving table. The other table is called the inner table.  Second, for each row in the outer table, Oracle finds all rows in the inner table that satisfy the join condition.  Lastly, Oracle combines the data in each pair of rows that satisfy the join condition and returns the resulting rows.

Sort-Merge Join

For a sort-merge join, Oracle sorts each row source to be joined if they have not been sorted already by a previous operation. The rows are sorted on the values of the columns used in the join condition.  After sorting, Oracle merges the two sources so that each pair of rows, one from each source, that contain matching values for the columns used in the join condition are combined and returned as the resulting row source.

Cluster Join

A cluster join is nothing more than a nested loops join involving two tables that are stored together in a cluster
Hash Join

In a hash join, Oracle first performs a full table scan on each of the tables and splits each into as many partitions as possible based on the available memory.  Second, Oracle builds a hash table from one of the partitions, trying to select a partition that fits into available memory.  Oracle then uses the corresponding partition in the other table to probe the hash table.  All partition pairs that do not fit into memory are placed onto disk.  Lastly, for each pair of partitions (one from each table), Oracle uses the smaller one to build a hash table and the larger one to probe the hash table. 
Executing the Query

The primary responsibility of the executor is to recursively process and return the required set of rows for a plan generated by the query optimizer.  This is essentially a demand-pull pipeline mechanism.  Each time a plan node is executed, it must return one more row, or report that it is done returning rows.
Handling Concurrency

The Oracle Database handles multi-user access to data using several different mechanisms based primarily on the recovery subsystem's REDO and UNDO data.  The low-level details of concurrency can be found in many other sources.
Performing I/O
For each data block that contains data necessary to execute the query, Oracle will perform an I/O.  This can be either logical (because the block is already in memory), or physical (if it is not in memory and must be fetched from disk).  This is performed by the KC, KD, and OSD layers of the Oracle kernel.
Performing Qualification

For data which must be qualified, such as in a WHERE clause or join condition, the Oracle executor will perform qualification of every piece of data returned from a table or index using data type-specific methods.
Fetching the Data

Once the query has been executed, the data is ready to be retrieved (fetched) by the client application.
Requesting Data From the Server
If requested as part of the OALL packet, the data will be returned to the client after execution.  Otherwise, the client can request rows from the server either individually or in batches.  The packet type used depends on the server version and type of data.
Other Reference Material

For more information on this topic, I would recommend that you find a copy of the following documents:

· Oracle Internals: An Introduction by Steve Adams

· Advanced Session Performance Monitoring: Low Impact Sampling and Statistics Collection via the SGA by Jonah H. Harris

· Listening In: Passive Capture and Analysis of Oracle Network Traffic by Jonah H. Harris

· Wikipedia
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