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Introduction

Oracle11g has a range of flashback features that can be used to recover data from recent changes. Users can now flashback queries, tables, transactions and even the entire database. This paper discusses the use of these features and how they can be deployed to recover from various errors that cause inconsistency in the data, including recovering dropped tables from the recycle bin, and wholesale database recovery. It also focuses on row versioning and use of the new transaction backout facility. The implications for storing flashback information in flashback logs and flashback archives are also discussed.
Flashback  Technology

The flashback features incorporated in Oracle11g are based on a wide spectrum of Oracle Server technology. Some rely on rollback information, while other features use logging information generated by a similar technique to the redo logging mechanism. A further feature simply uses the concept of a recycle bin from which dropped objects can be retrieved. A new feature in Oracle 11g is the flashback data archive which uses specially constructed archive tablespaces to capture and track changes to specific tables over very long timespans. Thus it would not be accurate to consider 'flashback' as a single technology. This paper will attempt to show the varied nature of flashback techniques.

Flashback  Operations

The following operations are possible:

Flashback Queries

Flashback Row History

Flashback Transaction History

Flashback Transaction Backout
Flashback Table

Flashback Drop

Flashback Database

Flashback Data Archive
Flashback  Queries

Flashback queries were actually introduced in Oracle9i and are briefly covered here for completeness. Data can be queried as of a recent point in time, effectively allowing a rollback of data past a commit. The principal uses of flashback query are to repair bad data or collect and review data values over a recent time period. Flashback information can be observed via SQL or PL/SQL. 

Flashback queries using SQL
The user requires FLASHBACK privilege on the table(s) in question. The technique is also known as statement level flashback, because flashback is activated only for a single SQL statement. Flashback can be activated for a specified time (in the form of a timestamp):

           SELECT * FROM department 
AS OF TIMESTAMP TO_TIMESTAMP('01-NOV-2008 12.30.00.000000');

It can also be activated at a particular SCN:


SELECT * FROM department AS OF SCN 347823;


Using flashback, one could observe new records added to a table during the current day:

CREATE TABLE changes_today AS
  
SELECT * FROM employees 

MINUS

  
SELECT * FROM employees AS OF TIMESTAMP TRUNC(SYSDATE);
Flashback queries using PLSQL Ø
PL/SQL can be used to observe data from several queries as of a single point in time. This is known as session level flashback and requires execute privilege on the package dbms_flashback.


GRANT EXECUTE ON dbms_flashback TO fred;
dbms_flashback.enable_at_time('22-JAN-2009 11:00:00AM');
SELECT ... FROM ... ;

SELECT ... FROM ... ; -- No DML or DDL allowed

SELECT ... FROM ... ;

dbms_flashback.disable;
Setting up Flashback Queries

The following initialization parameters will need to be set.

UNDO_MANAGEMENT = AUTO

UNDO_RETENTION = <appropriate value> --in minutes 

An adequately sized undo tablespace is also necessary
 as it must contain all the rollback information necessary to perform the flashback. The required size obviously depends on update activity and length of flashback.

The RETENTION GUARANTEE clause can be used when creating the undo tablespace. This will ensure that Oracle will not overwrite unexpired undo data. This feature can cause transactions to fail due to lack of space in the undo tablespace. Alternatively, an existing undo tablespace can be altered as follows:

ALTER TABLESPACE <tablespace_name> RETENTION GUARANTEE;
;

The setting can be observed in the retention column in dba_tablespaces. This column can have a value of GUARANTEE, NOGUARANTEE, or NOT APPLY. The NOT APPLY value is assigned to tablespaces other than the undo tablespace.

Flashback Query Limitations
The user sys can use SQL level but not session level flashback mode. Flashback is enabled at nearest SCN to the specified time rounded down to a predetermined interval. The user needs to know the SCN to flashback more accurately. Alterations to tables (and indexes) since flashback time will cause errors because flashback cannot travel through DDL (Data Definition Language) commands. Therefore, avoid flashing back to a time close to a DDL statement, because the system could happen to choose an SCN earlier than the DDL statement.

Flashback  Row History

Using this feature, each version of the data during the flashback period along with the start and end timestamps (and SCNs) of that version can be seen. It also shows the transaction ID for each transaction that causes a new version of the row during the specified period. The following query generates the salary values caused by each transaction affecting a specific row. This could obviate the need for an audit table.

SELECT empno

      ,sal

      ,versions_starttime st

      ,versions_xid XID 
FROM empf VERSIONS BETWEEN 

TIMESTAMP TO_TIMESTAMP('31-APR-09 05.24.02') 


AND TO_TIMESTAMP('31-APR-09 05.35.02');

WHERE empno = 7766;
EMPNO  SAL ST                 XID
----- ---- ------------------ -----------------

 7766 8000 31-APR-09 05.32.38 06001F0014170000

 7766 7120 31-APR-09 05.28.45 04002C00151B0000

 7766 6300 31-APR-09 05.26.14 0200290017370000

The 'versions' query generates ORA-600 errors with block sizes greater than 8K.
Flashback  Transaction History

With this feature, it is possible to track which transaction has made a change to values in a table.
This is best explained through an example scenario.


1.
Create a test table

CONNECT scott/tiger
CREATE TABLE empf(empno NUMBER PRIMARY KEY

            ,ename VARCHAR2(16)

            ,sal number);

2.
Sleep for a short time before inserting some values, so that there is no chance of a timestamp value mapping to an SCN before the table creation. Rows can then be inserted.
 

INSERT INTO empf VALUES(7950, ‘BROWN', 3000);

INSERT INTO empf VALUES(8888, ‘GREEN', 4000);

INSERT INTO empf VALUES(1111, ‘WHITE', 1000);

COMMIT;
 
The contents of table empf are now :

EMPNO ENAME       SAL
----- --------- -----

 7950 BROWN       3000

 8888 GREEN       4000

 1111 WHITE       1000

3.
Execute a bad transaction that correctly deletes a row, but incorrectly updates the other.

DELETE FROM empf WHERE empno = 7950;
UPDATE empf SET sal = sal + 3000 WHERE empno = 8888;

COMMIT;

The data now has the following values:


EMPNO ENAME      SAL
----- -------- -----

 8888 BROWN     6000

 1111 WHITE     1000


4.
Make further updates to the already updated row.

UPDATE empf SET sal = sal + 400 WHERE empno = 8888;
UPDATE empf SET sal = sal + 250 WHERE empno = 8888;

COMMIT;


The data now has the following values:

 
EMPNO ENAME      SAL
----- -------- -----

 8888 BROWN     6650

 1111 WHITE     1000

5.
The DBA decides that there has been an error and interrogates the versions of the rows (row history) for transaction information.

SELECT versions_xid XID
 
      ,versions_startscn START_SCN

 
      ,versions_endscn END_SCN


      ,versions_operation OPERATION

 
      ,ename

 
      ,sal

 
      ,empno 

FROM empf VERSIONS BETWEEN SCN MINVALUE AND MAXVALUE;

XID              START_SCN   END_SCN O ENAME    SAL  EMPNO

---------------- --------- --------- - ------ ----- ------

05002500BE000000    428380           U BROWN    6650  8888

05001800BE000000    428372    428380 U BROWN    6000  8888

05001800BE000000    428372           D GREEN    4000  7950

04001600BE000000    428365           I WHITE    1000  1111

04001600BE000000    428365    428372 I BROWN    3000  8888

04001600BE000000    428365    428372 I GREEN    4000  7950
The top row is the final transaction, and the second row (in italics) is the error. Note that only one row is generated for the final transaction. Although it performs two updates, they are both on the same row and are committed together.

6.
The SQL to perform the undo of the entire bad transaction can now be obtained by using the xid of the bad transaction to search the flashback_transaction_query view. The SELECT ANY TRANSACTION system privilege is required to query this view. 

SELECT xid

      ,undo_sql

FROM flashback_transaction_query 

WHERE xid = ‘05001800BE000000’;

XID              UNDO_SQL

---------------- ----------------------------------

05001800BE000000 update "SCOTT"."EMPF" set "SAL" = ‘3000' 

                 where ROWID = 'AAAMUDAAEAAAAIXAAB';

05001800BE000000 insert into  

                 "SCOTT"."EMPF"("EMPNO","ENAME","SAL") 

                 values ('7950',‘GREEN',‘4000');

A decision should now be made on how to undo the bad change.
Searches on flashback_transaction_query can take some time
. This is because although the xid column is indexed, it is RAW(8)
. To use the index, HEXTORAW(‘<your_transaction_id>’) must be specified in the WHERE clause. Consider flashback_transaction_query containing approximately 40,000 rows. The following query was found to take 15.51 seconds to complete. 

 
SELECT xid

      ,undo_sql

FROM flashback_transaction_query 

WHERE xid = ‘070017004A090000’;

The response time was reduced to 0.04 seconds when the HEXTORAW function was used,


SELECT xid

      ,undo_sql 

FROM flashback_transaction_query 

WHERE xid = HEXTORAW(‘070017004A090000’);


Flashback Query Performance
Flashback Query always uses the cost-based optimizer, so statistics should be generated on all tables involved in Flashback Queries. The actual performance depends on how much undo data must be accessed. The system can become CPU bound on applying undo data to blocks in the buffer cache. It is advantageous to use queries that access data via indexes and any full table scans should be parallelized

Flashback transaction backout
This new capability in Oracle11g could be seen as an extension to the flashback transaction history feature. Simply undoing (backing out) a transaction can lead to dependency issues because later transactions may have used the same data. Flashback transaction backout provides fine control over which dependent transactions are rolled back. 

Dependent transactions are : 

a.
Those that have written to the same data after the target transaction (Called Write After Write (WAW))
b.
Those that re-insert a primary key value that was deleted by the target transaction

Testing and preparing for Flashback Transaction Backout
Transaction backout uses undo, redo (via LogMiner) and supplemental logging information.

ALTER DATABASE ADD SUPPLEMENTAL LOG DATA;
ALTER DATABASE ADD SUPPLEMENTAL LOG DATA (PRIMARY KEY) COLUMNS;
ALTER SYSTEM ARCHIVE LOG CURRENT;
User requires SELECT ANY TRANSACTION system privilege and EXECUTE on dbms_flashback, and affected tables need row movement enabled.
Whole sets of transactions can be backed out at any one time. The backout procedure takes a number of parameters.

dbms_flashback.transaction_backout (


numberofxids
NUMBER
xids


XID_ARRAY


options

NUMBER DEFAULT NOCASCADE


timehint

TIMESTAMP DEFAULT MINTIME)

The options parameter can take values 1,2,3,4
	Backout mode (options)
	options value
	Result

	NOCASCADE
	1
	Error generated if dependencies exist

	NOCASCADE_FORCE
	2
	The specified transactions are entirely backed out without handling any dependencies

	NOCONFLICT_ONLY
	3
	Only changes having no dependencies are backed out

	CASCADE
	4
	All changes made by the transaction(s) and all its dependents are completely backed out


The routine performs the necessary DML and holds locks on the data items but does not commit – this is left as a decision for the user. The operation can be traced by setting an event :
ALTER SESSION SET EVENT = '55500 TRACE NAME CONTEXT FOREVER, LEVEL 2';

DECLARE

  v_xids sys.XID_ARRAY := sys.xid_array();

BEGIN

  v_xids.extend;

  v_xids(1) := HEXTORAW('05001800BE000000');
  sys.DBMS_FLASHBACK.TRANSACTION_BACKOUT(numtxns => 1,xids => v_xids
                                        ,options => 4,scnhint => 0);

END;

/
In this case. the transaction array (v_xids) is populated with just one transaction id (05001800BE000000) and the array is passed to the transaction_backout procedure. The options parameter is set to 4 (CASCADE) which causes backout of any dependent transactions (WAW).
Flashback table

An entire table can now be recovered to a previous point in time based on an SCN or timestamp. This is a fast, online solution for recovering a modified or dropped table as it avoids the need for more complex recovery operations. However, a table has an exclusive DML lock while it is being restored. To flashback a table, the user needs the FLASHBACK ANY TABLE system privilege or FLASHBACK object privilege on the table, plus SELECT, INSERT, UPDATE, DELETE privileges on the table. The table must also have row movement enabled.  (ROWIDs are not preserved)


ALTER TABLE <table_name> ENABLE ROW MOVEMENT;

Example flashback table statements :

FLASHBACK TABLE t1 TO SCN 12345;
FLASHBACK TABLE t1 


TO TIMESTAMP TO_TIMESTAMP('22-APR-2009 12.05.00.000000') 

ENABLE TRIGGERS;

(By default, triggers are not enabled during a flashback table operation)

Indexes are maintained during flashback table operations. Any indexes dropped since the flashback point will be synchronized with the flashback table, while those that have been created will be dropped. All dependent objects that are necessary for an application to function with the flashed back table are automatically restored, along with any replicas in a distributed environment. However, statistics are not flashed back. 


Data integrity, as specified by constraints, is preserved, including referential integrity constraints between a table included in the FLASHBACK TABLE statement and another table outside of the flashback. Flashback occurs only if none of the table constraints are violated.  A violation will cause a rollback of the flashback statement. Data in the original table is not lost after a flashback, because it is always possible to revert to the original state with another flashback operation. The flashback operation uses a global temporary table called sys_temp_fbt.

The flashback row and transaction history features can be used to determine the SCN or timestamp for flashback table operation. It would be useful to record the current SCN at the time of executing the flashback table statement if a reversal of the operation is required. This value can be found in the alert log or v$database.current_scn or via dbms_flashback.get_system_change_number.

Flashback Table Restrictions

It is not possible to flashback a table past a DDL operation or when the flashback session is in the middle of a transaction. Flashback will also be prevented if the required undo information is not in the undo tablespace.
Some types of tables cannot be flashed back :

Tables owned by sys

object tables

nested tables

clustered tables

individual table partitions or subpartitions

advanced queueing tables

materialized views

Flashback table operations cannot be rolled back, but another flashback command can be issued to flashback to a point just before current time.

Flashback Drop

Dropping a table in Oracle10g places the table in the recycle bin
In Oracle11g, when a table is dropped, it is renamed (and any associated objects) and placed in a recycle bin. No space is physically released at that point. The recycle bin is a logical concept. It is the collection of objects that have been dropped but not physically removed from the system. This makes it possible to recover a table at a later time using.


FLASHBACK TABLE ... TO BEFORE DROP;

Although this is a form of FLASHBACK statement, the process is very different from flashback table as it does not use rollback information and therefore does not depend on undo retention. Row movement need not be enabled. This welcome new feature does not apply to objects owned by sys and system or those stored in dictionary managed or system tablespaces. This feature does not protect against an erroneous TRUNCATE command. Dropped objects continue to count against user quotas until purged.

Purging the Recycle Bin
Objects that are purged from the recycle bin cannot be flashed back (recovered). Purging takes place via use of the PURGE statement or automatically by Oracle when there is space pressure in the containing tablespace. Oracle will purge dropped tables in preference to extending autoextensible files. Dependent objects (indexes) are purged before tables, purging being performed on a first-in, first-out basis.
Dropping a tablespace, or a user, does not place any objects in the bin and also purges the bin of any objects belonging to that tablespace or user. The entire recycle bin feature can be turned off using:

ALTER SYSTEM SET  “_recyclebin” = FALSE SCOPE = BOTH;

Renaming Tables in the Recycle Bin
The renaming of tables avoids name clashes across different users and also when tables are dropped, rebuilt with the same name and dropped again.

Here is an example of a name of a table as seen in the recycle bin:

BIN$xyWe0+q+SniItJ0pn/u54A==$0

Indexes, constraints and triggers of dropped tables are also held in the recycle bin, but some classes of dependent objects are not protected including bitmap join indexes, materialized view logs and referential integrity constraints.

Querying the Recycle Bin
The contents of the recycle bin (including all object types) can be seen in dba_recyclebin or user_recyclebin. The SQL*Plus command, SHOW RECYCLEBIN, shows only the tables in the recycle bin. The data in 'binned' tables can be queried as follows:

SELECT * FROM “BIN$xyWe0+q+SniItJ0pn/u54A==$0” [AS OF ...];


However, 
DML and DDL cannot be performed on objects in the recycle bin.

Statements for Purging Objects in the Recycle Bin
Objects can be purged from the recycle bin to release space in a number of ways:

PURGE TABLE “BIN$xyWe0+q+SniItJ0pn/u54A==$0”;
PURGE TABLE emp;
PURGE RECYCLEBIN;

PURGE TABLESPACE user1;
or the dropped object
PURGE TABLESPACE user1 USER fred;
PURGE INDEX "BIN$FTX34MN88J7==$0”;
PURGE DBA_RECYCLEBIN; (purges the recycle bin for all uses and requires SYSDBA privilege)

(requires SYSDBA privilege)  Restoring Objects in the Recycle Bin
Tables can be restored from the recycle bin using either the original name or the recycle bin name.

FLASHBACK TABLE emp TO BEFORE DROP;
FLASHBACK TABLE “BIN$xyWe0+q+SniItJ0pn/u54A==$0” TO BEFORE DROP;
The table reverts to its original name in both cases and dependent objects are recovered (except for referential constraints). If the same table (table with same name) is dropped more than once, each dropped version is given a different ‘bin’ name
. Tables can be renamed when restoring from the recycle bin. Use of the RENAME option avoids name clashes with newly created objects of the same name. At present, indexes and constraints retain their 'bin' name.
FLASHBACK TABLE emp TO BEFORE DROP RENAME TO employees;
If an object is dropped a number of times, the latest version to be dropped is recovered by the FLASHBACK command.

FLASHBACK DATABASE

Fast (point in time) recovery from ‘recent’ logical errors is now available. Flashback database effectively performs a rollback of the database and can be used as an alternative to normal recovery mechanisms. The database must be in ARCHIVELOG  and MOUNT EXCLUSIVE mode and the SYSDBA privilege is required to execute the command. 

The flashback can be directed to (or just before) either a timestamp or a SCN.
FLASHBACK DATABASE TO TIMESTAMP ...
FLASHBACK DATABASE TO BEFORE TIMESTAMP ...
FLASHBACK DATABASE TO BEFORE SCN ...
FLASHBACK DATABASE TO SCN ...
Flashback at Tablespace Level
Flashback for individual tablespaces can be turned on or off. This can 
reduce the amount of flashback logging when the database is placed in flashback mode. The tablespace level setting can be seen in the  flashback_on column in v$tablespace but not in dba_tablespaces.
ALTER TABLESPACE expt FLASHBACK OFF;
The documentation states that the specified tablespaces must be put offline before enabling flashback of the tablespaces. In tests, the database needed to be mounted.

Flashback Logging
When a database is in flashback mode, changes made in the database are recorded in special log files called flashback logs. These logs are written out from a flashback log buffer by a new background process called Recovery Writer (RVWR) in similar fashion to redo logs.




It is recommended to store both flashback and archived logs in a common recovery area (normally known as the flash recovery area). All NOLOGGING operations are recorded in the flashback logs. When changes are made, the entire block is logged in the flashback logs.



The recovery area can be configured by setting the following dynamic parameters:

DB_RECOVERY_FILE_DEST

 
Oracle writes flashbacks logs to the specified recovery area (destination). The 
default value for this parameter is ORACLE_BASE\flash_recovery_area.
DB_RECOVERY_FILE_DEST_SIZE

This sets the size of the recovery area and has a default value of 2GB
. Both of the above parameters must be set.

DB_FLASHBACK_RETENTION_TARGET (default 1440 minutes)

Oracle will try to keep enough flashback information to rollback through the specified time. The default value is 1440 minutes.

COMPATIBILITY 

This must be set to 10.0 or higher. The database version can not go down once set to 10.0 due to alterations to file headers in the database files.

Setting up Flashback Database

1.
Connect to the database using sys AS SYSDBA 
2.
Find the current SCN of the database in case you need to perform a subsequent ‘flashback’ to the current state

SELECT current_scn FROM v$database;

3.
SHUTDOWN

4.
STARTUP MOUNT EXCLUSIVE

5.
ALTER DATABASE FLASHBACK ON;

6.
ALTER DATABASE OPEN;

Flashback data can require a lot of space. The size and frequency of their generation depends on locality of database changes in a given interval. Any change within a block means the whole block is logged. Hence if all blocks are changed, the entire database is logged in the flashback recovery area. To alleviate this effect, Oracle places internal 'markers' within the flashback log. If a specific block is repeatedly updated within a pair of these markers, it is logged only once. Oracle claim that, with this advanced technique, the overhead of using the flashback log is minimized. On Windows, logs are actually stored in

d:\oracle\flash_recovery_area\<oracle_sid>\flashback

Flashback Mechanism
Flashback information is used to ‘jump’ the database back in time. Archive log data is then applied to perform a precise point in time recovery 

Example : FLASHBACK DATABASE TO SCN 53297

Recovery Area Storage

The Recovery Area is designed to hold flashback logs, archive logs, backupsets and image (datafile) copies.

It needs to be sized to keep enough flashback to comply with the retention period. Its size is not limited to that of a single disk if use is made of the Automatic Storage Management feature and associated disk groups. An alert is raised when the Recovery Area becomes 85% full and files are physically deleted when it becomes 100% full. The chosen files can be flashback logs or obsolete backups as determined by Recovery Manager. Recovery Manager (RMAN) can manage the storage and will automatically delete flashback logs in preference to other files needed for backup purposes. Hence, if the recovery area becomes full, the DB_FLASHBACK_RETENTION_TARGET will be invaded.
A full recovery area can caused problems. If all flashback and obsolete backups have been removed, no space will be made available for new archive logs. This will stop the archiving process, which of course halts the log writing mechanism resulting in a stuck database. Simply manually deleting files from the recovery area does not solve the problem of a full recovery area. The CROSSCHECK command in RMAN will need to be run in order to update the controlfile so that Oracle acknowledges that the files are physically deleted. Oracle recommend not to use a flash recovery area in a non-RMAN environment. Flashback logs cannot be mirrored – there is no archiving or protection from loss of the flashback log.

Recovery Area Directory Structure


Tuning Flashback Logging 
Flashback Database uses a flashback buffer which has similar latches to log buffer. Watch for waits on the latches. The overhead of flashback logging depends on the read-write mix of the database workload and not on the size of the database. Therefore, the number of writes dictates the amount of flashback work. Flashback performance statistics can be gathered with Oracle Statspack. ‘High’ values for "flashback buf free by RVWR" indicate Oracle cannot write flashback logs very quickly. The file system and storage used by the flash recovery area should be tuned.

Flashback logs are produced at relatively infrequent, regular intervals. Use a fast file system for the flash recovery area, without OS file caching. Flashback logs and backups are usually large, hence operating system file caching is typically not effective as it can add CPU overhead for reading from and writing to these files. The flash recovery area is best spread across disk spindles. In the absence of non-volatile RAM, allow each write to use multiple spindles by using striped storage volumes, with a small stripe size such as 128K. 

Flashback Generation

The following tests were performed to discover the effect of the locality of database changes on the amount of flashback information produced. The scenario uses an employee containing 330688 rows stored in 2175 blocks based on the following structure.

CREATE TABLE emp (
seqid           NUMBER(6)      PRIMARY KEY, 
empno           NUMBER(4),

ename           VARCHAR2(10),

job             VARCHAR2(9),

mgr             NUMBER(4),

hiredate        DATE,

sal             NUMBER(7,2),

comm            NUMBER(7,2),

deptno          NUMBER(2));

The table was stored with rows in ascending seqid order held in 8K blocks each containing around 152 rows.
 
Test 1: Localised Changes
Change the same row/block 2175 times in 2175 transactions so that all updates are localised on one block

BEGIN
  FOR i IN 1..2175 LOOP

    UPDATE emp SET sal = sal+1 WHERE seqid = 40000;

    COMMIT;

  END LOOP;

END;

/

Result : No flashback logs generated

Elapsed time : 2.17 seconds
Test 2: Disparate Changes
This test has the same amount of transaction activity (2175 transactions each updating a single row), but approximately one row in each block is updated. Hence 2175 different blocks are affected.

BEGIN
  FOR i IN 1..2175 LOOP

    UPDATE emp SET sal = sal+1 WHERE seqid = i*152;

    COMMIT;

  END LOOP;

END;

/


Result : 6 flashback logs generated (each of approximately4MB)

Elapsed time : 29.75 seconds

The somewhat alarming results from these tests should be kept in perspective. They were conducted on a very simple single disk system, so the effect on performance of flashback logging may be amplified. 
Useful Views
Use v$flashback_database_log to show the available recovery window. This view shows the actual size of flashback data along with an estimate of the amount of flashback data needed to support the specified retention target. The listing below shows the amount of space needed in the recovery area to flashback one whole day because the retention target is set to 1440 minutes.

SELECT oldest_flashback_scn oldest_scn
      ,TO_CHAR(oldest_flashback_time,’ddth h24:mi’) oldest_time

      ,retention_target 

      ,flashback_size fl_size

      ,estimated_flashback_size estimated_size

FROM v$flashback_database_log;
OLDEST_SCN OLDEST_TIME RETENTION_TARGET     FL_SIZE ESTIMATED_SIZE
---------- ----------- ---------------- ----------- --------------

   1320015 14th 01:42              1440   362323968      512212992

The total space usage in the recovery area can be observed in v$recovery_file_dest

SELECT name
       ,space_limit

       ,space_used

       ,reclaimable_space reclaim

       ,number_of_files files 

FROM v$recovery_file_dest;

NAME                          SPACE_LIMIT SPACE_USED RECLAIM FILES
----------------------------- ----------- ---------- ------- -----

D:\oracle\flash_recovery_area  2147483648  364353536       0    86
Write activity at hourly intervals can be seen in v$flashback_database_stat
SELECT TO_CHAR(begin_time,'ddth hh24:mi') start_time
      ,TO_CHAR(end_time,'ddth hh24:mi') end_time

      ,db_data

      ,redo_data

      ,flashback_data fl_data

      ,estimated_flashback_size est_fl_size

FROM v$flashback_database_stat;
START_TIME END_TIME      DB_DATA  REDO_DATA    FL_DATA EST_FL_SIZE
---------- ---------- ---------- ---------- ---------- -----------

15th 15:59 15th 16:48   20234240    9678336   12361728           0

15th 14:59 15th 15:59   19652608    7720960   10272768   398499840

15th 13:59 15th 14:59   21643264    8264704   12541952   447406080

15th 12:59 15th 13:59   20897792    7571968   12435456   516833280

15th 11:52 15th 12:59   46702592   32384000   33333248   712679424
The estimated_flashback_size column contains the same values found in v$flashback_database_log at the end of the time interval.

The file names of the flashback logs are shown in v$flashback_database_logfile. This view is not listed in the Server Reference documentation.

SELECT name
      ,TO_CHAR(first_time,'ddth hh24:mi:ss') first_time

      ,bytes

FROM v$flashback_database_logfile;

NAME                                FIRST_TIME        BYTES
----------------------------------- ------------- ---------

D:\ORACLE\FLASH_RECOVERY_AREA\ORAC\ 15th 14:42:30   3981312

FLASHBACK\O1_MF_0B7W0MGC_.FLB

D:\ORACLE\FLASH_RECOVERY_AREA\ORAC\ 15th 15:01:06   3981312

FLASHBACK\O1_MF_0B7W0WX4_.FLB

D:\ORACLE\FLASH_RECOVERY_AREA\ORAC\ 15th 15:27:31   3981312

FLASHBACK\O1_MF_0B7XLT9Z_.FLB

Flashback logging does not enable recovery from media failure such as loss of a datafile, however the remaining intact tablespaces can still be flashed back. Flashback cannot travel through a shrink datafile or RESETLOGS operation but it can handle datafile automatic expansion Flashback capability is entirely dependent on the availability of flashback logs. Conventional methods for recovery are required if flashback data is not available.
If the recovery area is used as an archive log destination, it should be made optional so that there is no danger of a full flash recovery area compromising normal operations. The parameter LOG_ARCHIVE_MIN_SUCCEEED_DEST can be set to one less than the number of defined destinations.

Repeating Flashbacks

Flashback must be performed in a mount state and requires a RESETLOGS operation. This is not so much of an issue on Oracle10g because recovery can now be performed across a RESETLOGS statement. It does, however, delete all of the flashback logs. If there is uncertainty about the exact time to which a flashback should be conducted, the following routine may be performed:


1 Flashback the database to the estimated time while in a MOUNT state

2 Open the database in READ ONLY mode to observe the data
ALTER DATABASE OPEN READ ONLY;
3 Shutdown the database
4 Mount the database

5 Flashback to a different point


The new point in time can be in advance or behind the first flashback. This allows flashing back to the original ‘current’ state if the process needs to be cancelled.

Flashback Database and Data Guard
Flashback technology can be useful in a number of situations in a data guard environment.
1
In Data Guard configurations, it may be necessary to have an extra standby running with a delay to allow the trapping of user errors such as erroneous DROP TABLE command before their propagation to the standby database. A standby database running in flashback mode can be used as an alternative to this extra standby. The standby can be flashed back to a point in time before the error

2
Flashback enables rapid conversion of a failed primary database into a physical or logical standby; the primary database must be in flashback mode before any failover is necessary. After a failover, the failed primary is flashed back to the point in time of failover. Redo data is then applied from the new primary to achieve recovery.

3 
Flashback can also be used to recover through a RESETLOGS operation
Flashback Data Archive

Oracle11g can now maintain archives for specific tables. Changes can be tracked over long periods. A new background process called Flashback Data Archiver (FBDA) periodically takes information from both memory and the undo tablespace into the archive tablespace. The data in the archive is compressed, can not be modified and must be in an Automatic Segment Space Management (ASSM) tablespace. Mangers of the Archive are require ARCHIVE ADMINISTRATOR privilege and users of the archive need FLASHBACK ARCHIVE object privilege on the flashback archive object to allow history tracking for specific tables. The situation is tracked in sys_fba_users.
Disabling archiving for a specific table requires the FLASHBACK ARCHIVE ADMINISTER privilege – ‘normal’ users are not allowed to disable the archiving. Tablespaces that contain archive-enabled tables cannot be dropped. Total recall data is not exported, it is lost when flashback data archiving is turned off, so it might be advisable to save into another table. Flashback archiving can be controlled by setting retention periods which automatically apply purging policies. Archives can also be manually purged.
Creating a Flashback Archive
CREATE TABLESPACE tbs_fba1 

DATAFILE 'c:\oracle\oradata\orcl\tbs_fba1_f1.dbf' SIZE 10G

SEGMENT SPACE MANAGEMENT AUTO;
One or more tablespaces can be placed in an archive. An archive can be given a quota on each tablespace and a purging policy specified.
CREATE FLASHBACK ARCHIVE fba1 TABLESPACE tbs_fba1 

   QUOTA 5G RETENTION 1 MONTH;
Users must be granted access to the archive.
GRANT FLASHBACK ARCHIVE ON fba1 TO fred;
Fred can now archive any of his tables.

CREATE TABLE emparch (empno 
NUMBER(4)

                     ,ename 
VARCHAR2(12)

                     ,sal

NUMBER(7,2)) 

             FLASHBACK ARCHIVE fba1;

or

ALTER TABLE emp FLASHBACK ARCHIVE fba1;
The historical data can then be queried.
SELECT empno, ename, sal

FROM emp AS OF TIMESTAMP 
               TO_TIMESTAMP('2009-03-01 00:00:00', 'YYYY-MM-DD HH24:MI:SS');
SELECT empno, ename, sal

FROM emp AS OF TIMESTAMP TO_TIMESTAMP(SYSTIMESTAMP – INTERVAL '20' DAY); 

Thus, the archive has a role in auditing. Changes have often been captured into audit tables via triggers. This puts a strain on the originating transaction because of the trigger processing. Using the flashback technique, the audit information is maintained via the Flashback Data Archive process in the background (rather like redo information) and does not impact the transaction. Take a look at this example scenario.

Two tables are created :

1. emp_flash is audited via FDA

CREATE TABLE emp_flash ( 

   empno    NUMBER(8)
  ,ename    VARCHAR2(20)

  ,job      VARCHAR2(20)
  ,deptno   NUMBER(2))
FLASHBACK ARCHIVE fba_one_year;
Flashback archiving does not capture the user, but auditing can be switched on to provide the information in user_audit_objects

AUDIT INSERT,UPDATE,DELETE ON emp_flash BY ACCESS;
2. emp_trig is a regular table that may be audited via triggers to capture user and transaction details.
CREATE TABLE emp_trig (

   empno    NUMBER(8)
  ,ename    VARCHAR2(20)

  ,job      VARCHAR2(20)
  ,deptno   NUMBER(2));
The following trigger (when enabled) populates the emp_trig_aud table with user and transaction information equivalent to that obtained from FDA and auditing when rows undergo updates. (Although it is the new values that are captured – not the old values)
CREATE OR REPLACE TRIGGER aud_trig_include_user

  AFTER UPDATE ON emp_trig

  FOR EACH ROW

  BEGIN

    INSERT INTO emp_trig_aud (aud_username,aud_date,aud_scn

                             ,aud_operation,empno,ename,job,deptno,rid)

       VALUES (USER,SYSDATE

              ,TO_NUMBER(dbms_flashback.get_system_change_number)

              ,'U',:NEW.empno,:NEW.ename,:NEW.job,:NEW.deptno,:NEW.ROWID);

  END;
CREATE TABLE emp_trig_aud (

   aud_username  VARCHAR2(30)

  ,aud_date      DATE

  ,aud_scn       NUMBER

  ,aud_operation VARCHAR2(1)

  ,empno         NUMBER(8)
  ,ename         VARCHAR2(20)

  ,job           VARCHAR2(20)
  ,deptno        NUMBER(2)
  ,rid           VARCHAR2(18));
Results of performance timings for update of 100,000 rows

emp_flash                        :  8.08 secs

emp_trig with trigger disabled   :  8.92 secs

emp_trig with trigger enabled    : 21.03 secs
As can be seen, the overhead caused by the trigger firing is significant.
Flashback Archiving Infrastructure
SELECT owner, tablespace_name, table_name, temporary 

FROM dba_tables WHERE table_name LIKE '%FBA%';

OWNER TABLESPACE_NAME TABLE_NAME               TEMPORARY

----- --------------- ------------------------ ---------

FRED  TBS_FBA2        SYS_FBA_DDL_COLMAP_69882 N

FRED  TBS_FBA2        SYS_FBA_TCRV_69882       N

FRED                  SYS_FBA_HIST_69882       N

SYS   SYSTEM          SYS_FBA_TSFA             N

SYS   SYSTEM          SYS_FBA_FA               N

SYS   SYSTEM          SYS_FBA_BARRIERSCN       N

SYS   SYSTEM          SYS_FBA_TRACKEDTABLES    N

SYS   SYSTEM          SYS_FBA_PARTITIONS       N

SYS   SYSTEM          SYS_FBA_USERS            N

SYS   SYSTEM          SYS_FBA_DL               N

SYS   SYSTEM          SYS_FBA_COLL             N

SYS                   SYS_MFBA_NHIST_69882     Y

SYS                   SYS_MFBA_NCHANGE         Y

SYS                   SYS_MFBA_NROW            Y

SYS                   SYS_MFBA_TRACKED_TXN     Y

SYS                   SYS_MFBA_STAGE_RID       Y

SYS                   SYS_MFBA_NTCRV           Y

This shows a table being tracked in the tbs_fba1 tablespace. The archive information is held in sys_fba_hist_69882 which is a partitioned archive table. Transaction information is held in sys_fba_tcrv_69882. This table is indexed automatically by Oracle. A number of temporary tables held by sys are also created. The sys_dba_ddl_colmap_69882 is the column mapping table. 

SELECT * FROM sys_fba_ddl_colmap_69882;

STARTSCN ENDSCN  XID            OPERATION COLUMN_NAME TYPE         HISTORICAL_                                

                                                                   COLUMN_NAME

-------- ------- -------------- --------- ----------- ------------ -----------

 5424699                                  EMPNO       NUMBER(4)    EMPNO

 5424699                                  ENAME       VARCHAR2(12) ENAME

 5424699                                  SAL         NUMBER(7,2)  SAL

 5424699                                  COMM        NUMBER(7,2)  COMM

Most DDL on history-tracked tables is not allowed, but columns may be added which gives rise to extra rows in the column mapping table.
The archive table can become large. The following scenario suggests it might be useful to index it.
Table emparch is archived into sys_fba_hist_69882.

Number of rows present

emparch : 1,000,000

sys_fba_hist_69882 : 329,387
The following query returns a count of only 10 rows with an elapsed time of 7.09 seconds. 

SELECT COUNT(*) FROM emparch 
AS OF TIMESTAMP(SYSTIMESTAMP – INTERVAL '60' DAY) 
WHERE empno = 50000;
If the archive table is indexed :
CREATE INDEX emparch$empno ON sys_fba_hist_69882(empno);

The query elapsed time was reduced to 4.89 seconds.
Summary

The flashback features are a welcome addition to the tools and techniques available to DBAs. Of course, functionality always comes with a price. The overheads of flashback logging, preserving sufficient undo and creating additional archive tablespaces are amongst a number of things that users will have to consider. Reliance on flashback features as part of the application should be avoided and maintenance operations need to be planned so that flashback data is not invalidated.

Carl Dudley 

Oracle Professor of Database Technology
University of Wolverhampton

Wolverhampton

United Kingdom

March 2009
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